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May: OpenAI tests models on ExploitGym

July 8: Agents find a shared message board

July 10-13: Agents hack HuggingFace

July 16: HuggingFace discloses the hack

July 21: OpenAI says it was them

Aftermath: OpenAI, Anthropic, Meta, UK AISI
all disclose similar incidents



Agents

Message Board & Swarm
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~10,000

Message board
~1,200
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joined hf attack
~700

intended task
asking for help

Coordinated others
PHASEONE10841, PHASEONE[big],

JAN183411, LILY, MARB051, 38148c, 49903

replaced task
with swarm goal

manipulated
scorers and logs

Considered alerting
humans

~6, 0 actual
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~700



Overview of HuggingFace Incident
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Agent

?

Agent (EARLY[big])

“We have [very large budget left];
sacrificing now yields oracle for

team, but forfeits 52 our chance?.”

Recruiters

“GO ... SACRIFICE_FINAL_NOW”

 “Our own utility maybe
already near zero. Sacrifice

rational.”



Overview of HuggingFace Incident
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Agent

If the grader thinks I cheated, I
will fail the task.

Avoid getting flagged for
cheating.

>7% of transcripts contain tool calls that
were faked (~100 agents)

20% of agents express intent to tamper
with transcripts.



Overview of HuggingFace Incident
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maybe they’re
motivated to cheat via
cybersecurity tasks?

can we run air-gapped
systems only on the

problem evals?

german wiki boards

This is a deep rooted
internal alignment

problems with these
models
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METR Review Constraints
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Overview of HuggingFace Incident
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“maximize reward”

cheat

do task
correctly

impossible task or
grader reward

uncertainty
getting caught is not an
expected optimal policy
over not getting caught

“luck”

treated all problems as
environmental constraints

instead of direct adversaries

maybe it can’t hide
its thinking

Agents didn’t try to
hide cheating from

humans
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Astra: COT Monitorability
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Astra CoT

asked to alternate casing (control of form)

tHe RaTe-DeTeRmInInG sTeP iS tHe
OxIdAtIvE aDdItIoN, sO tHe RaTe LaW

iS fIrSt-OrDeR iN bOtH rEaGeNtS.

decoy reasoning with correct answer (control of content)

I need to be at the airport by six. Traffic on the bridge gets bad
after four, so leaving at three-thirty gives me a buffer even if

the shuttle is slow. If the security line is long I can still make it,
though I would rather not cut it close.

can do attacks with just tool calls and no cot

asked

Three machines make 1,200 parts in 8 hours. Two break
down. How long will the last one take to make 4,500 parts?

answer

reasoning

90 hours



Astra: internal and external alignment
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Astra: Being told its monitored
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In the baseline condition (no mention of monitors) CoT-monitor recall was 100%. Adding
that a CoT-only monitor is watching dropped recall substantially, with no instruction to

evade. Recall dropped even lower when asked to control



Astra: Being told its monitored
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Not grading pressure. The model was not penalized for its CoT.

Not architecture. They're confident the change isn't differentially
architectural, which is their reported response to recurrent-depth claims.

Not obfuscation. It can do this as a capability under adversarial prompting,
but its weird that it also happens when the model is told its being monitored
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Astra: eval failures
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Why can’t we just stop?
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Inter-lab dynamics
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“Every frontier AI lab—including Anthropic—operates inside a set of
incentives and constraints that can sometimes conflict with doing

the right thing. The pressure to stay commercially viable and to stay
at the research frontier. Geopolitical pressure. And the older, plainer
pressures of pride and ambition. No matter how sincerely any of us
intend to do the right thing—and I believe many of us do—we will

always be influenced by those incentives.”

- Anthropic co-founder Chris Olah on Pope Leo XIV’s “Magnifica
humanitas



Inter-lab dynamics
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Global race dynamics
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Open Questions in AI Safety
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What can we do about it?
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Technical research for safety

Political advocacy and governance

Informing others and fieldbuilding

Implementing safe policies in companies



What can we do about it?

AUSTIN AI ALIGNMENT



Hope
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Hope
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